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Abstract

In 2010, primary school in Malawi began in September, three months earlier than
in 2009 and four months earlier than in the preceding 15 years. I test whether this
change forced poor households to sell crops early, before output prices reach their
peak. Difference-in-difference specifications show that the cumulative value of crop
sales made before September was significantly higher in 2010 than in 2009. The ef-
fect is limited to households with school-aged children, is increasing in the number of
school-aged children, and is only present for households in poverty. Households that
financed school costs by selling crops missed out on an expected 25% increase in crop
prices over the last quarter of the year, for an effective annual financing cost of over
100%. These findings demonstrate an important channel by which liquidity constraints
exacerbate the negative effects of intra-annual price volatility. They also suggest that
policies to raise investment by offering farmers commitment opportunities at harvest
are most likely to be welfare-enhancing if they are optional, rather than universal. In
this case, forcing expenditures to occur closer to harvest undercut the expected returns
that some households would have enjoyed if they had delayed crop sales to take advan-
tage of seasonal price increases.
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1 Introduction

Crop prices in sub-Saharan Africa exhibit substantial seasonal fluctuations. The nominal

prices of some crops increase by as much as 50–100% from their harvest-season trough to

their lean-season peak (Burke, 2014; Kaminski, Christiaensen and Gilbert, 2014). These

regular and largely predictable price changes offer farmers a profitable opportunity. Those

who can afford to delay selling crops until prices rise during the lean season enjoy returns

that often exceed those available through savings groups or other financial mechanisms.

Despite this inter-temporal arbitrage opportunity, a broad concern of researchers and

development practitioners is that liquidity-constrained farmers may often sell crops early to

finance expenditures that arise before crop prices reach their peak. Many of these households

are doubly disadvantaged by the price cycle: later in the year, when stocks are depleted

and food is in scarce supply, they buy back the very crops that they sold earlier in the

year. Stephens and Barrett (2011) find in a sample from Kenya that credit constraints and

transaction costs are at least partly responsible for this “sell low, buy high” phenomenon.

Households in their sample essentially use the crop market as an expensive source of finance.

Recent experimental work has shown high uptake and positive impacts from provision of

credit or storage technologies to lower the cost of moving wealth across time (Burke, 2014;

Fink, Jack and Masiye, 2016; Basu and Wong, 2015).

In this paper we use a natural experiment from Malawi to test the hypothesis that

short-term expenditure needs force poor households to sell crops early, when output prices

are low. The experiment comes from a change in the timing of the primary school calendar.

In 2010, the government of Malawi mandated that the school year switch to a September

start date. This was three months earlier than the December start date of 2009, and four

months earlier than the January start date of the previous 15 years (Frye, 2011; Milner,

Mulera and Chimuzu, 2011).

Although there is no primary school tuition in Malawi, households still incur out-of-

pocket costs in the form of informal fees and purchase of supplies and uniforms (Kadzamira

and Rose, 2003). The change in the school calendar introduced a sharp change in the timing
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of school-related expenses relative to the crop price cycle. As such, this calendar adjustment

provides an opportunity to study the impact of a large-scale, exogenous, predictable change

in the timing of expenditures on the timing of household crop sales. Households that can

finance the additional expenses at a cost lower than that afforded by the crop market – those

with adequate cash savings, access to reasonably priced credit, or sources of income outside

of agriculture – are less likely to change the timing of crop sales because of the calendar

change. However, households that borrow at a cost greater than the opportunity cost of

selling crops early may have been induced by this change to sell crops earlier.

The empirical approach in this paper builds on the difference-in-difference (DID)

identification strategies of Card (1992) and Hamermesh and Trejo (2000), albeit for a different

setting. Here, one dimension of difference is the year, and the other is the number of

primary school-aged children in the household. In the main analysis we restrict the sample

to agricultural households below the poverty line, who represent approximately half of all

farming households. These households are the most likely to be credit-constrained, and,

for reasons detailed below, we believe the parallel trends assumption is more likely to hold

within poor households than in a comparison of poor households to non-poor households.

Difference-in-difference results show that the cumulative value of household-level crop

sales made before September was significantly higher in 2010 than in 2009. This effect

is only present for households with children in primary school, and is increasing in the

number of children. For comparison, we also estimate DID specifications for households

above the poverty line. We find no impact from the policy change on crop sales by this group,

likely because these households can finance school costs through other means. Finally, for

completeness we estimate triple difference specifications that compare the difference in crop

sales for poor households with varying numbers of primary school children to the difference for

non-poor households with varying numbers of primary school children. The triple difference

results provide broad support for the conclusions of the difference-in-difference models.

Households pay a financial penalty for selling early, because crop prices in Malawi rise

steadily during the 6-8 months after the harvest period. Using either market price data or
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farmgate prices reported in household survey data, and accounting for possible depreciation

during 3 months of home storage, we estimate that households lost out on an expected 25%

increase in crop values over the last quarter of the year. This implies that poor households

lost 366–823 Malawi kwacha (2.5-5.7 USD) per child in foregone revenues in order to finance

school expenses three months earlier in 2010 than in 2009. Although that is not a large

effect in absolute terms, it is similar to the average direct cost of primary school for poor

households. The total penalty paid by poor households with multiple children in primary

school could be large enough to have serious negative welfare consequences.

That point notwithstanding, the modest size of the effect highlights an important

aspect of the findings. Faced with a change in the timing of school expenditures, poor

households chose to forego roughly 25% expected increases in crop values – representing

an annual interest rate of over 100% – rather than finance outlays through some other

mechanism, such as a savings group, a loan from a family member, or depletion of their own

savings. The implication is that the cost of financing this modest outlay through other means

would have been greater than 25% per quarter. Households in poverty have so little savings,

or are so hesitant to part with what savings they do have, that they find it preferable to sell

crops early. We find no comparable effect for non-poor households. The indirect costs of

this policy change were incurred by the households who already faced high costs of finance.

The specificity of the effect, combined with the clearly exogenous nature of the identi-

fying variation, gives us confidence that the calendar change caused the change in the timing

of crop sales. When we vary the month through which we measure the cumulative value of

crop sales, we find the pattern one would expect if the effect is causal. The difference-in-

difference peaks in August/September, disappears by December when households in 2009

catch up to 2010 households, and turns negative (though not statistically significant) by

February.1 The positive effect in the early months is from 2010 households selling early to

pay for school; the weakly negative effect in February is from the reduction in the cumula-

tive value of total crop sales over the season, due to the early selling of some output at a

1The sample shrinks as we move the month later, so the lack of statistical significance in the later months
could be a power problem. See Section 3.
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lower price. While we do not know exactly when school costs must be paid, the fact that

the negative difference-in-difference appears in February suggests that some school-related

expenses are spread out over the first 4-8 weeks of the year.

The causal interpretation is further strengthened by the similarity between the per-

child change in crop sales and per-child cost of schooling. We estimate that before September,

poor households sold crops valued at 1,462 Malawi kwacha (MWK) more per child in 2010

than in 2009. The average per-child cost of primary school across all households is estimated

to be 1,648 MWK.

In broad terms, this paper makes two contributions. The first is to use a natural

experiment in the timing of expenditures to measure the negative welfare consequences from

storing wealth in the form of crops that fluctuate seasonally in value. Seminal papers in

development economics have established the importance of non-financial ways of storing

wealth (Binswanger and Rosenzweig, 1986; Fafchamps, Udry and Czukas, 1998), but there

are few well-identified estimates of the associated welfare costs. In this respect our paper

complements the findings of recent experiments in which researchers reduce the price of

moving assets across time by providing access to credit or improved storage technologies

(Burke, 2014; Basu and Wong, 2015). Our finding that the average lower bound on the cost

of capital is over 100% per year suggests very substantial welfare costs to using crop storage

as a financial tool.

The second contribution is to provide further insight into the welfare effects of policies

that change the timing of expenditures. Recent work has shown the potential benefits of

commitment devices to households in low-income countries (Ashraf, Karlan and Yin, 2006;

Duflo, Kremer and Robinson, 2011; Liu et al., 2013; Casaburi and Willis, 2016). A key finding

in that literature is that offering farmers opportunities to commit to future investments by

paying for them soon after harvest can be welfare-enhancing (Duflo, Kremer and Robinson,

2011). This is an intuitive, important insight. Harvest revenues that are pre-spent on future

investments are not available for over-consumption due to present bias, and are less likely to

be taxed by friends and family. The school calendar change under study here is effectively an
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extreme form of such a timing policy. One of the Malawi government’s reasons for moving

the start of school to September was to bring it closer to the harvest, thereby increasing

the capacity for farming households to pay school costs (see next section for more details).

The critical differences between this policy change and that suggested by the findings of

Duflo, Kremer and Robinson (2011) are that (i) the earlier school start was not optional –

all households were required to start in September, and (ii) the policy affected the entire

country simultaneously, straining the informal credit markets that households might have

otherwise used to finance school costs. By making the earlier payments mandatory, this

policy reduced the real wealth of many poor households when measured over the course of

the year. This drives home the point that in societies with incomplete financial markets

and highly seasonal crop prices, the full costs of investment, consumption, and program

participation are functions of the date on which expenses are incurred.

In this regard, the paper contributes specifically to the question of how best to finance

public schools. The move to a September start was motivated in part by the practical need to

increase school contributions from households. The unintended consequence of this decision

was to force some households to finance their payments at an annualized borrowing cost of

over 100%. In deciding how to time school payments, the benefit of increased contributions

should be weighed against the indirect costs to households whose assets vary in value over

the months of the year. This is particularly true when the government or some third party

can borrow at interest rates below 100%.2

The rest of the paper proceeds as follows. In Section 2 we explain the setting and

the natural experiment that underlies our identification strategy. Section 3 lays out the

empirical framework. In Section 4 we describe the data and the construction of the analysis

sample. Section 5 contains results. We conclude with a discussion of welfare effects and

possible general equilibrium effects in Section 6.

2There are many other important considerations in the decision about how to finance public schools. One
relevant concern is that the commitment to universal free primary education may penalize investment in
secondary and tertiary education, which often have higher social rates of return (Birdsall, 1996). This paper
provides new insights about only one aspect of this complex policy problem.
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2 Background

In this section we provide background details for the motivating question and empirical

approach in the paper. We cover two topics: the school calendar change that provides the

natural experiment used for identification, and the annual crop price cycle in Malawi.

2.1 The school calendar change

Before the mid 1990s, the primary school calendar in Malawi ran from September to July.

In 1994, during a wave of policy changes following Malawi’s first multi-party elections, the

Ministry of Education changed the school calendar to run from January to November. This

change was precipitated by a series of droughts in the early 1990s that forced boarding schools

to delay opening in September. The switch to January aligned the start of the school year

with the early part of the primary rainy season, minimizing drought risk, and also matched

the school calendar of some neighboring countries (Milner, Mulera and Chimuzu, 2011).

In 2009, the Ministry of Education decided to return the calendar to the September-

July schedule (Frye, 2011).3 A number of reasons were given for the change: boarding school

water shortages due to droughts had become less of a concern; moving to September aligns

the school calendar with the government fiscal calendar, which is helpful for budgeting; a

September start also matches the school calendar in the US and Europe, which is useful for

those who wish to study outside of Malawi;4 and, finally, the government explicitly noted that

moving the start of school closer to the harvest would increase compliance with school fee

payments, because farmers have more cash in August/September than December/January

(Milner, Mulera and Chimuzu, 2011). The implication is that although primary school is

technically free, small contributions from families are important in the aggregate for the

Ministry’s budget.

3This change affected both primary schools and secondary schools. We focus on primary schools for a
number of reasons: 93% of students in the data are primary school students; secondary school is not free
and has a very different cost and payment structure; and secondary school enrollment is especially low for
the households in poverty that constitute our main sample.

4This point made during personal communication with James Mwera, Invest in Knowledge Malawi,
August 2016.
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The school calendar change was instituted in two steps. In 2009, classes began on

January 5, in line with the standard practice of the previous 15 years. The 2009-2010 school

year was treated as a transition year, with school beginning on December 7, 2009, one month

earlier than usual. Finally, in the fall of 2010 the school year began on September 6, a full

three months earlier than the year before. It is this switch, from a December 2009 start to a

September 2010 start, that provides the identifying variation for the paper. Importantly, the

change was implemented by reducing the number of months of instruction, not by shortening

the break. A shorter summer break would raise the prospect of a second channel of influence

on agricultural outcomes, via the opportunity cost of child time during the harvest period.

In light of the gradual nature of the adjustment and the transition start date in

December 2009, we think it best to assume that this change did not take anyone by surprise.

People would have been well aware of the earlier start date of classes. We cannot rule

out that some households may have made changes to their labor supply or crop choices to

accommodate the new school year cycle. Yet such adjustments, if they exist, would only

attenuate the effects that we estimate below. The predictable nature of the calendar change

also affects how we interpret our findings. This change was not a shock, akin to an illness or

accident. Rather, it was a foreseeable change in the timing of expected future expenditures

for households with school-aged children. Whether or not all households had the financial

wherewithal to smoothly accommodate this change is part of what we are studying.

The policy reforms of 1994 ushered in another change to the educational system: the

abolition of primary school fees. Families have not paid primary school tuition since 1994.

However, there are still costs associated with schooling. Students’ families pay for uniforms,

books, and stationary supplies, and they are asked to pay informal fees as contributions

toward building construction and maintenance (see Section 4 for summary statistics). Al-

though we do not know exactly when these expenses are paid, many are incurred at the

beginning of the school year. In fact, the exact timing within the year does not matter for

the identification strategy. The key is that the calendar change moved up the timing of all

school costs by three months. If costs are spread throughout the year, then we could see
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statistically significant differences persist beyond January. However, that is not what we

find. We will see that by January the treatment effect is smaller in magnitude and far from

statistically significant, suggesting that most expenses are incurred early in the school year.

2.2 Crop price cycles

Like most countries in east and southern Africa, Malawi has a main rainy season that governs

the agricultural cycle. Farmers plant from late November through January. The primary

harvest period begins in late April and continues into July. The prices of staple grains and

other annually marketed food commodities are lowest around the harvest time, and rise

steadily over the ensuing 6-10 months. During their lean season peak, prices of major food

crops may be 50-100% higher in than at harvest (Burke, 2014; Kaminski, Christiaensen and

Gilbert, 2014).
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Figure 1: Crop price cycles for staple crops in Malawi

Notes: Author’s calculations using nominal price data from the Malawi Ministry of Agriculture. In the left
panel, prices are average, nominal, monthly wholesale prices from all markets with non-missing data. In the
right panel, percentage increase is calculated with reference to the price in the most recent June. Data for
rice and beans are only available for the period 2005-2012.

The left panel of Figure 1 plots the average wholesale prices of maize, rice, and beans

in markets across Malawi, by month, over the period 1999-2012. Prices are in nominal terms.

There is a clear upward trend in prices over the period shown. Also clear is the substantial
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intra-annual variation, with short-term peaks occurring in January or February of each year,

when the lean season is nearing its worst point.

To highlight the degree of intra-annual price volatility, the right panel of Figure 1

shows the same data as the percentage change in prices since the most recent June. The

annual cycle is highly pronounced. In February, maize prices are over 80% higher than in

June, bean prices are 40% higher, and rice prices are over 30% higher. Because these are

nominal data that have not been de-trended, some of the intra-annual increase is driven

by long-term price trends and inflation. However, that is the appropriate framework for

motivating the problem that households face, because school expenses are set in nominal

terms and paid each year. We are interested in understanding whether a shift to paying

school-related expenses three months earlier forces farmers to sell crops when prices are

lower. Thus, the relevant comparison is a within-year comparison between nominal revenues

from selling before September and selling before December.5 The implication of panel B in

Figure 1 is that the penalty for selling crops earlier is substantial. We will see in Section 6

that to the extent we can observe them, farmgate prices of maize exhibit intra-annual cycles

that match the market price cycles in Figure 1.

Of course, households do not have to sell crops early if they can finance school-related

and other expenses through other means. Households with savings, other regular income,

or access to credit may be able to pay for school and also delay crop sales until prices reach

their annual peak. It is for this reason that we focus our analysis on households below the

poverty line. We expect households above the poverty line to be less financially constrained,

and thus less likely to have the timing of their crop sales affected by the change in the school

calendar.

5As a practical matter, our regressions span only two years and include time fixed effects, so there is no
consequence to using nominal or real prices.
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3 Empirical approach

We now turn to the empirical set-up. The main hypothesis of the paper is that the school

calendar change forced poor households in Malawi to sell crops earlier than they would have

otherwise. We test this hypothesis by comparing the cumulative value of crop sales through

various months in 2009 with the cumulative value of crop sales through the same months

in 2010. The effect of the calendar change on a household is a function of the number of

children in primary school. Hence, we use the number of primary school children as the

treatment intensity margin.

As we describe in the data section to follow, we randomly observe some households in

2009, others in 2010, but none in both years. With only one pre-treatment period and one

post-treatment period, we cannot test for parallel trends (though in the next section we will

show balance on important covariates). For this reason, in our main specification we restrict

attention to households below the poverty line, out of concern that wealthier households may

be different on numerous other dimensions. Inference about our main hypothesis is based on

a difference-in-difference specification in which the first dimension of difference is between

2009 and 2010, and the second dimension is between households with varying numbers of

children in primary school. Approximately two thirds of poor households have children in

primary school, so most of the identifying variation is from the intensive margin, not from

a comparison of households with primary school children to those without. This use of the

intensive margin to identify a DID follows the model of Card (1992), while the comparison

between successive, randomly sampled cross-sections follows the approach of Hamermesh

and Trejo (2000).

The main dependent variable is the cumulative value of crops sales through month

m, where m varies from July to February. For 2009 households, this variable includes the

value of all sales that take place from harvest (roughly June) through the end of month m in

year 2009. For 2010 households, it includes the value of all sales from harvest to month m,

2010. Because we can only include 2010 households interviewed after month m, the sample

size varies with the month used to define the dependent variable.
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In our main results table we set m to August. This covers all crop sales that occur

up to the week that primary school begins. We could just as easily use the cumulative value

of sales through the end of September or October (and we do so, in robustness checks). We

prefer the end of August because it is just before the start of school, and we do not know

when in the first weeks of the school year the majority of expenses are incurred. Regardless

of the exact cut-off month used to define the dependent variable, the key is that households

in 2010 had to arrange to pay school costs three months earlier than in 2009.

We use the value of crop sales as the key outcome, rather than the number of transac-

tions or the percentage of output sold, because sales value is truer to the underlying problem

facing study households. The start of the school year introduces a fixed set of costs that act

as a payment target. If households are indeed selling crops to pay these school-related costs,

this should be most closely reflected in the value of sales per primary school child.

The estimating equation for the difference-in-difference identification strategy is as

follows:

Salesmh =α + β1Childrenh + β22010h + β3{Childrenh × 2010h}+ γXh + εh (1)

where h indexes households, Salesmh is the cumulative value of crop sales through the end of

month m, Childrenh is the number of children in primary school, 2010h is a dummy variable

for whether the household reports crops sales for 2010, Xh is a vector of household and

location control variables, and εh is a mean zero, i.i.d. error term. In our main specifications,

Xh includes a detailed set of age- and gender-specific demographic variables, to ensure that

comparisons between poor households with different numbers of primary school children are

not picking up other effects from differences in household composition. We cluster standard

errors at the village level, which is the level at which survey timing was determined (see the

following section).

In equation (1), the coefficient of interest is β3, which is positive if the calendar change

increased crop sales for households with children in primary school. Our central hypothesis

is that β3 is positive for poor households, which we implement by testing H0 : β3 ≤ 0 in
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regressions that are limited to households below the poverty line.6

For robustness we also estimate the above DID for non-poor households, and triple

difference specifications that compare the change in outcomes for poor households (with vary-

ing numbers of children) to the change in outcomes for non-poor households (with varying

numbers of children). The estimating equation for the triple difference is as follows:

Salesmh =α + β1Childrenh + β22010h + β3Poorh

+ β4{Childrenh × 2010h}+ β5{Poorh × 2010h}+ β6{Childrenh × Poorh}

+ β7{Childrenh × Poorh × 2010h}+ γXh + εh (2)

where Poorh is a dummy variable indicating whether the household is below median expen-

diture per capita, and Xh is a vector of household controls including acres cultivated, human

capital of the household head, demographics, and district effects. The coefficient of interest

is β7, on the triple interaction term. The hypothesis that the school calendar change forced

poor households to sell crops earlier is represented by a test of whether β7 is positive and

significant.

4 Data, sample, and descriptive statistics

In this section we describe the data, sample, and descriptive statistics. We provide summary

statistics separately for the independent variables, school expenses, and crop sales.

4.1 Data and sample

The data for this study are from the 3rd Integrated Household Survey (IHS 3) collected by

the National Statistical Office of Malawi. This survey is part of the multi-country Living

Standards Measurement Study – Integrated Surveys on Agriculture (LSMS-ISA) project,

6Our central results will turn out to be statistically significant at conventional levels for two-tailed tests.
However, the theory is clearly one-sided in a test of crop sales through August, so we frame the main
hypothesis that way.
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organized by the World Bank. Data collection began in late March 2010 and continued for a

full calendar year. The questionnaire spans a wide range of topics, including demographics,

health, education, time use, finance, income, consumption, agriculture, and others.

Households selected for the IHS 3 were randomly assigned to two subgroups.7 The

first group of 9,024 households constitutes the “cross-sectional sample.” The research team

visited each cross-sectional household once, with no intention of follow-up. The second group

of 3,247 households constitutes the “panel sample.” The team visited panel households twice,

once before and once after the 2010 harvest, and also designated this group for follow-up

surveys in future years (the first of which occurred in 2013).

To account for spatial and inter-temporal variation in consumption, prices, and agri-

cultural outcomes, the dates of cross-sectional surveys were randomly distributed at the

village level over a calendar year. This randomization is what enables our identification

strategy, because it introduces random variation in the harvest year for which households

report crop sales. The large majority of households interviewed in March–July 2010 could

not provide information about the 2010 harvest, because it was not complete yet. Hence,

these households were administered questions about the 2009 harvest and ensuing sales. We

designate these the “2009 households.” Households interviewed from late July 2010 through

the end of the survey in March 2011 were administered the exact same set of questions,

but with reference to the 2010 harvest season. These are the “2010 households.” For the

outcome of interest – crop sales – we can treat the 2009 and 2010 households as successive

cross-sections generated by random sampling. Figure 2 shows histograms of interview dates

for the 2009 and 2010 households.

We cannot use the panel households in the same way. The research team interviewed

all panel households within the span of a few months, and asked exclusively about the 2010

harvest and sales. Hence, we drop all panel households from the analysis.

Because our main dependent variable is the cumulative value of sales through August

of the relevant year, we can only include the 2010 households that were interviewed in

7See National Statistical Office (2012) for more details on sampling and stratification.

14



0

.005

.01
D

en
si

ty

01
ap

r20
10

01
jul2

01
0

01
oc

t20
10

01
jan

20
11

01
ap

r20
11

Interview date

Reported 2009 sales Reported 2010 sales

Figure 2: Histograms of interview dates, separately by reporting season

Notes: Author’s calculations using IHS 3 data.

September 2010 or later. Thus, the main analysis sample consists of all cross-sectional

households below the poverty line that (i) were interviewed about the 2009 harvest, or (ii)

were interviewed about the 2010 harvest between September 2010 and the end of the survey

in March 2011. With the additional sample restriction that the household must be somehow

engaged in agriculture, this gives a sample of 3,465 households (779 for 2009, and 2,686 for

2010). When we repeat the analysis with the dependent variable defined as the cumulative

value of crop sales through month m, with m varying, we adjust the part (ii) sample to

include only households interviewed in month m+ 1 or later.

An unfortunate limitation of the IHS 3 is that data on other potentially relevant

outcomes were not gathered in a way that can be studied using the same identification

strategy. Questions about crop storage, sales of livestock, and sales of other liquid assets were

collected with a recall period based on the interview date (e.g., “During the last month...”).
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This leads to incomparable recall periods for households interviewed on different days. This

is also a problem for estimates of school costs, which are reported with 12-month recall

(we discuss school costs more, below), and for data on school enrollment and attendance.

Many households were interviewed during school breaks and thus give different information

when asked about “current enrollment”. Recall questions about school attendance, covering

whether the child was in school in the previous year, and if so, at which grade level, are

used to define the number of primary school students in the household, a key independent

variable. Total farm output is reported in a wide variety of incomparable units, with many

missing conversion factors. Crop sales are one of the only outcomes in the IHS 3 collected

with reference to a calendar month and year, presumably because such sales are relatively

infrequent, highly salient, and fundamental to livelihoods.

To verify that the survey timing was effectively random, Table 1 shows balance be-

tween 2009 and 2010 households for the independent variables used in regressions. Column

3 shows the difference between the group means, with significant stars for t-tests of the

difference. The two groups are broadly similar on all of the listed characteristics. The dif-

ferences in number of males age 0-5 and percentage of heads with a high level education are

statistically significant at 10%, but the magnitudes are small enough to be of little economic

consequence.

Focusing on column 2 of Table 1, the average household has 4.38 adult equivalent

members and 1.42 children attending primary school. Heads of households are 73% male

and average 43 years of age. More than 85% of household heads did not complete any level

of formal schooling (although they may have completed some years of primary school, which

was not reported). Farms are small relative to less land-constrained countries, averaging

1.7 acres total. The demographic variables show the expected youth population bulge, with

many more households members below age 25 than above.
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Table 1: Summary statistics for DID control variables, by year, poor households

2009 2010 Difference
Variable (1) (2) (3)
Number in primary school 1.37 1.42 -0.05
Acres cultivated 1.76 1.70 0.06
Number of adult equivalents 4.44 4.38 0.06
Age of head 42.39 43.15 -0.76
Head is male (=1) 0.73 0.73 -0.01
Head education = None completed 0.87 0.86 0.01
Head eduaction = Completed primary 0.08 0.07 0.01
Head education = Completed secondary or more 0.05 0.07 -0.02*
Head marital status: married 0.74 0.75 -0.01
Head marital status: separated 0.12 0.12 0.01
Head marital status: widowed 0.13 0.13 0.00
Head marital status: never married 0.01 0.00 0.00
Num. of males: age 0-5 0.62 0.55 0.06*
Num of males: age 6-15 0.85 0.90 -0.05
Num of males: age 16-25 0.42 0.38 0.04
Num of males: age 26-45 0.46 0.48 -0.01
Num of males: age 46-65 0.19 0.19 0.00
Num of males: age 65 up 0.07 0.06 0.00
Num. of females: age 0-5 0.60 0.57 0.02
Num of females: age 6-15 0.88 0.87 0.01
Num of females: age 16-25 0.42 0.40 0.02
Num of females: age 26-45 0.56 0.57 -0.01
Num of females: age 46-65 0.18 0.19 -0.01
Num of females: age 65 up 0.09 0.09 -0.00
N 779 2686

Notes: Authors’ calculations from IHS 3 data. Significance levels for t-tests of different

means: *** 0.01, ** 0.05, * 0.1.

4.2 Primary school expenses

We next provide summary statistics for school-related expenditures from the education mod-

ule of the IHS 3 survey. Table 2 shows the average annual household-level expenditure-per-

student for various categories of school costs. Unfortunately, these estimates are based on

12-month recall, which makes the reference period a function of the interview date. Also,

for many households in both the 2009 and 2010 subgroups, the 12-month recall covers the

beginning of two school years (because of the shortened school years, to accommodate the

calendar change). Hence, these estimates should be taken as only rough guides to annual

17



Table 2: Per-student annual primary school expenses (MW Kwacha)
All Poor Non-poor

% re-
porting Mean

% re-
porting Mean

% re-
porting Mean

Tuition and fees 4.0 713 1.9 9 6.3 1453
Tutoring 4.1 50 1.9 3 6.4 101
Books and stationary 68.2 171 67.0 113 69.5 231
Uniforms 69.1 326 64.5 238 73.9 419
Boarding fees 0.8 51 0.5 2 1.1 102
Voluntary contributions 43.0 68 39.8 48 46.5 89
Transport 0.5 14 0.1 0 0.9 29
Parent association fees 12.8 15 11.6 11 14.0 18
Other 26.5 99 24.2 32 28.9 169
Total 96.6 1648 95.4 502 97.9 2853

Notes: Authors’ calculations from IHS 3 data. The exchange rate from late 2009 was approximately 140

MWK per USD. Calculations based on household-level average for those with at least one child in school.

Some respondents provided only total costs, without a breakdown; the “% reporting” statistics are based

only on the subset of households that provided a breakdown of expenses. Means are only for those who

report. Statistics are based on all households with at least one child in school.

primary school expenses in Malawi.

In Table 2 we see that a majority of both poor and non-poor households pay for

books, stationary, and uniforms. A substantial portion of households make contributions

toward the maintenance or construction of school buildings. Although some contributions

are technically voluntary, there is community pressure to assist with funding when possible

(Kadzamira and Rose, 2003). A quarter of households make “Other” contributions, which

may include payments to teachers and school administrators. The average total cost of

primary school is substantially lower for poor households than for non-poor households: 502

MWK ($3.46) per child on average for the poor, and 2853 MWK ($19.68) per child for the

non-poor. Some of that difference is driven by the small fraction of non-poor households that

report paying tuition. But the pattern is more general than that: across every category of

expenditure, more non-poor households report making payments, and the average payment

among the payers is higher for the non-poor households. It is here that we see clear motivation

for the Ministry of Education’s desire to align the school year with the harvest. The implicit

means-testing in Table 2 is likely driven in part by liquidity constraints. When school begins
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in January, poor households credibly argue that they lack the resources to make contributions

to the school because their liquid resources are committed to planting. By starting school

in September, the Ministry expects all households to have more cash on hand and thus to

increase their payments of parent association fees, voluntary contributions, and the “Other”

expenses in Table 2.

Contributions by households are important to school operating expenses, even in an

atmosphere of technically free education. Official reports indicate that in 2007, the gov-

ernment payid 3019 MWK per student, representing 92% of primary school costs (Milner,

Mulera and Chimuzu, 2011). However, we find that households spend 1648 MWK per stu-

dent on average, far greater than the implied 8% of costs not covered by the government.

There are some clear reasons for this discrepancy. The first figure is from 2007, the second

from 2010; the survey data are subject to likely upward bias as discussed above; and, it is

possible that the 92% of costs refers to teacher salaries and major capital costs, which were

contentious issues in the run-up to the 1994 elections that brought about free primary edu-

cation (Kadzamira and Rose, 2003). Nevertheless, even if we make conservative assumptions

in interpreting the IHS 3 data on school expenses, it is clear that household payments are

fundamental to the operation of the primary school system.

4.3 Crop sales

In this subsection we provide descriptive details for crop sales. Table 3 shows the distributions

of the aggregate number of sales transactions and the total value of sales, by crop, across

reporting years. Maize is the crop sold most often, followed by beans. Tobacco represents the

biggest share of sales value, followed by maize. However, tobacco is not especially important

for the question of interest here, because the tobacco marketing period is regulated and the

large majority of tobacco sales take place before September.

To show this last point, Figure 3 gives the distribution across crops of the number

of transactions and total value of sales, by month. In panel A (at left) we see the tobacco

share of sales value falls quickly after August, and effectively disappears after October. As a
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Table 3: Sales breakdowns by crop and year
2009 2010

%age of %age of %age of %age of
transactions total value transactions total value
(1) (2) (3) (4)

Maize 25.9 13.6 26.3 9.0
Beans 24.7 8.1 20.9 5.1
Tobacco 16.1 55.8 20.7 71.1
Groundnut 11.5 4.1 14.0 4.1
Rice 6.6 7.1 7.2 5.0
Other 15.1 11.3 11.0 5.6

Notes: Authors’ calculations from IHS 3 data.

share of total transactions, tobacco begins at an even lower share and declines steadily from

June onwards (panel B). The implication is that tobacco sales after July are driven by a

small number of households making high value sales. For the large majority of households,

the decision about when to sell crops between August and December is primarily a decision

about when to sell food crops, particularly maize, beans, and groundnuts.
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Figure 3: Crop shares of total sales value and number of sales, by month

Notes: Author’s calculations using IHS 3 data.
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5 Results

In this section we present the empirical results. We present the main findings first. We then

show results using different cut-off month for the measure of the cumulative value of crop

sales, to examine the time path of the difference in crop sales between 2009 and 2010.

Columns 1-3 of Table 4 show the estimates of our main regressions. The dependent

variable in all columns is the nominal value of cumulative crop sales through August of either

2009 or 2010. These columns include only households below the poverty line. Column 1 has

no control variables beyond those shown, column 2 adds in the set of household control

variables shown in Table 1, and column 3 adds district effects. The coefficient of interest

is the first one shown, on the variable “Num. in primary × 2010” (corresponding to β3 in

equation (1)).

Table 4: Difference-in-difference results

Dependent variable: Cumulative value of crop sales through August
Below poverty line Above poverty line

(1) (2) (3) (4) (5) (6)
Num. in primary × 2010 1210* 1317* 1462** -958 -2895 -2353

(723) (721) (679) (2326) (2292) (2230)
2010 (=1) 1479 1770* -1405 -1954 609 -999

(977) (983) (943) (3536) (3119) (2394)
Number in primary school 1000** -531 -998* 5180** 122 -556

(420) (629) (581) (2119) (2311) (2330)
Observations 3545 3465 3465 3518 3396 3396
R-squared 0.01 0.08 0.15 0.01 0.18 0.24
Mean of dep. variable 6537 6686 6686 14828 15360 15360
Test for increase (1-sided p-val) .047 .034 .016 .66 .9 .85
Household controls No Yes Yes No Yes Yes
District fixed effects No No Yes No No Yes

Notes: Authors’ calculations from IHS 3 data. Standard errors in parentheses. Standard errors clustered at

the level of the enumeration area. The dependent variable is measured in nominal Malawi kwacha. Household

controls include acres cultivated, a detailed set of categorical variables for the age and gender of household

composition, and gender, education, age, and marital status of household head. Columns 1-3 include only

households below poverty line. Columns 4-6 include only households above poverty line. Significance stars

are for two-sided hypothesis tests, with ***: 0.01, **: 0.05, *: 0.1.

Results in columns 1-3 show an economically and statistically significant impact of
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the calendar change on the value of crop sales through August. The estimated effect is stable

across specifications, ranging from 1210-1462 MWK per child. We treat the column 3 result,

with the full set of controls, as the main result. The significance stars in the table are for

two-sided tests. P-values for one-sided tests of the null hypothesis that the coefficient of

interest is less than or equal to zero are listed in the bottom panel of the table. We can

reject the one-sided null with 95% confidence in all columns, and the two-sided null with

95% confidence in column 3.

In columns 4-6 of Table 4 we report results of similar regressions for households above

the poverty line. These are effectively falsification tests, implemented on a subgroup that is

less likely to rely on short-term sales in the crop market to finance school costs. The effect

on non-poor households is not statistically significant, and the point estimates are negative

in all columns.

Estimates of (2), based on the triple difference, are shown in Table 5. The coefficient

of interest is the triple interaction term, which is the first one reported (corresponding to

β7 from equation (2)). The point estimate is positive in all 3 columns, consistent with our

central hypothesis. Controlling for household characteristics and district effects (columns

2 and 3) the hypothesis H0 : β7 ≤ 0 is rejected with greater than 93-94% confidence, as

reported in the lower part of the table. The triple difference results are roughly three times

the magnitude of the difference-in-difference results. This is not surprising, given the negative

point estimates for non-poor households in Table 4.

The weakly negative effects on non-poor households raise the intriguing possibility

that the calendar change, and its potential effects on crop sales and thus prices, was more

salient for non-poor households with primary school children than for non-poor households

without primary school children, and induced the former group to delay crop sales more

than usual in expectation of high sales volumes early in the year. We do not claim this as

a finding, because of how imprecise are the estimated coefficients for non-poor households.

However, this suggests that the double difference specification likely outperforms the triple

difference in isolating the causal variation, because the introduction of non-poor households
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Table 5: Triple difference results

Dependent variable: Cumulative value of crop sales through August
(1) (2) (3)

Num. in primary × Poor × 2010 2168 3497 3293
(2364) (2251) (2229)

Poor × 2010 3433 2438 -209
(3582) (3264) (2599)

Num. in primary × Poor -4180** -4270** -3726*
(2108) (2015) (1990)

Num. in primary × 2010 -958 -2133 -1674
(2326) (2234) (2163)

2010 (=1) -1954 -244 -1976
(3536) (3171) (2477)

Number in primary school 5180** 2075 1145
(2119) (1992) (1934)

Poor (=1) -9778*** -6825** -2771
(3231) (2740) (2054)

Observations 7063 6861 6861
R-squared 0.02 0.14 0.20
Mean of dep. variable 10667 10979 10979
Test for increase (1-sided p-val) .18 .06 .07
Household controls No Yes Yes
District fixed effects No No Yes

Notes: Authors’ calculations from IHS 3 data. Standard errors in parentheses. Standard errors clustered at

the level of the enumeration area. The dependent variable is measured in nominal Malawi kwacha. Household

controls include acres cultivated, a detailed set of categorical variables for the age and gender of household

composition, and gender, education, age, and marital status of household head. Significance stars are for

two-sided hypothesis tests, with ***: 0.01, **: 0.05, *: 0.1.

in the triple difference opens up the possibility of non-parallel trends or spillover effects in

the control group.

How does the between-year difference in cumulative sales value evolve between harvest

time and the end of the year? To answer that question we re-estimate equation (1) using

different months as the cut-off for the construction of the dependent variable. We vary the

cut-off month from July to February of the following year. The specifications underlying

columns 3 and 6 of Table 4, with the full set of controls, form the basis for these regressions.

In Figure 4 we plot the coefficient estimates and confidence intervals for the coefficient
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Figure 4: Difference-in-difference with different cut-off months
Notes: Author’s calculations from IHS 3 data. Dots represent point estimates, horizontal bars

represent 90% confidence intervals for 2-sided tests, or 95% confidence interval for a one-sided test

against the sign opposite of the estimated coefficient. Estimated coefficients are from regressions

based on specification (1), for various values of m. Sample sizes are 3549 poor, 3511 non-poor in

July; 3465 poor, 3397 non-poor in August; 3295 poor, 3173 non-poor in September; 2918 poor,

2768 non-poor in October; 2314 poor, 2274 non-poor in November; 2002 poor, 2012 non-poor in

December; 1529 poor, 1516 non-poor in January; 1141 poor, 1144 non-poor in February. Full

results in appendix.

of interest for each cut-off month. Each pair of month-specific coefficients is from a separate

regression. Sample sizes decrease as the cut-off month increases (see the footnote to the fig-

ure). The left panel is for households below the poverty line; the right panel is for households

above the poverty line. The change over time aligns with exactly what we expect to see if

the effects are driven by the school calendar change, and if most school costs are incurred in

the first couple months of the year. On the left, the magnitude and statistical significance of

the point estimate for poor households are largest with a cut-off value at the end of August,

just before the start of primary school. The difference between years is essentially unchanged

in September and October, but then begins to fall in November when households in 2009

would have begun to sell crops in anticipation of the December start date. By December and

January, the magnitude of the difference has fallen, and it is no longer statistically different

from zero. By February, the point estimate turns negative. This negative effect, though

imprecisely estimated, has a clear interpretation. In 2009, households with primary school

children completed their crop sales within the first 1-2 months of the school year (i.e., by
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Figure 5: Triple difference effect with different cut-off months

Notes: Author’s calculations from IHS 3 data. Dots represent point esti-

mates, horizontal bars represent 90% confidence intervals for 2-sided tests, or

95% confidence interval for a one-sided test against the sign opposite of the

estimated coefficient. Estimated coefficients are from regressions based on

specification (2), for various values of m. Sample sizes are 7060 in July; 6862

in August; 6468 in September; 5686 in October; 4588 in November; 4014 in

December; 3045 in January; 2285 in February. Full results in appendix.

February), and enjoyed the gains from delaying some sales until crop prices increase. The

effect is only suggestive, because it is highly imprecise, but it aligns well with expectations.

In the right panel of Figure 4 we see that the calendar change effect is never statis-

tically significant for non-poor households. The point estimates of the difference from 2009

are all negative, except for February.

In Figure 5 we plot a similar set of results for the triple difference specification. The

time path of the estimated coefficients matches that from the double difference, though

the results are less precisely estimated. Nevertheless, the pattern is consistent with the

hypothesis that the calendar change increased pre-September sales by poor households with

primary school age children.
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6 Discussion and extensions

The analysis presented in the previous section shows that the 2010 school calendar change

induced poor households to sell crops earlier than they would have otherwise, with the

amount increasing per primary school-aged child. With identification based on a difference-

in-difference that controls for inter-annual differences within poor households and within

households that have children, we would argue strongly for the interpretation of this effect

as causal. The causal interpretation is further supported by the similarity between the

estimated effect and the cost of school attendance.

In this concluding section we consider two extensions to the analysis. The first is

to estimate the welfare costs from financing school costs through the grain market. The

second is to examine possible general equilibrium effects from the substantial increase in

early season sales in 2010.

6.1 Welfare effects

What do households give up, by selling early? To answer this question we need to estimate

the expected time path of crop prices over the period August-December. For this we use

the spatially disaggregated time series market price data for maize, rice, and beans, from

the Ministry of Agriculture (the same data that we used in Section 2). Using the price

data from Figure 1, and weighing maize more than rice and beans to reflect its relative

importance as a sale crop, a rough approximation is that over the period 1999-2012 crop

prices increase by an average of 25% from August to December. With this as the expected

return to delaying crop sales until the end of the year, average foregone revenue per child

is equivalent to 1462*0.25 = 366 MWK (about $2.50). Using the estimated August effect

from the triple difference specification, foregone revenue per child is equivalent to 3293*0.25

= 823 MWK (about $5.70). These amounts represent 20-50% of the average direct cost of

primary school.

Household’s willingness to pay what is effectively an annual interest rate of over
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100% to finance school costs may be partly due to the nationwide, covariant nature of the

expenditure shock. If the change in expense timing were idiosyncratic, affected households

may have borrowed to finance expenditures at rates better than the roughly 25% expected

quarterly interest charged by the crop market. But when the entire country is impacted

at once, the financial fragility of poor households is revealed through their reliance on crop

sales to finance even a relatively small outlay.

One concern about these welfare estimates is that they are based on market prices,

not the farmgate prices that are most relevant for farmers. However, for the one crop that

has sufficient representation in the IHS 3 data to construct a reliable time series of farmgate

prices – maize – we see an intra-annual pattern similar to that of the market price data.8

The average August-December increase in the reported farm-gate price of a 50kg bag of

maize (the most common unit of sale) is 28% in the household survey data for 2009 (see the

next subsection for a discussion of the differences between 2009 and 2010). In this case the

similarity between farmgate prices and average market prices is not surprising. The two are

related by arbitrage conditions, and the Ministry of Agriculture data cover a large number

of maize markets for this relatively small country.9

Another possible concern is that these welfare calculations do not allow for possible

depreciation during storage. If a substantial portion of grain stored from August–December

is lost to spoilage, pests, or theft, then our estimates of foregone revenue are too high.

However, the most recent empirical evidence indicates that storage losses of cereals and

dry legumes are well below 5% in much of sub-Saharan Africa. This is in contrast to the

estimates of 20-40% that are sometimes quoted in the policy literature.10 The discrepancy

8The challenge in assembling time series for other crops is that sales are reported in a large number
of different units, with many missing unit conversion factors. Also, some respondents reported the total
quantity and total volume aggregated across multiple sales, which are useless for constructing times series
of prices. Maize is the only crop for which a single unit, the 50kg bag, occurs frequently enough in reports
of single sales to allow us to estimate average prices through December (and even then, with very few
observations by December).

9Despite frequent assumptions to the contrary, a recent review of the evidence suggests that the crop
trading sector in sub-Saharan Africa is generally competitive, so that traders can be expected to pass on
market price changes to farmers. See Dillon and Dambro (2016).

10See Kaminski and Christiaensen (2014) and (Affognon et al., 2015) for discussions of the origins and
persistence of stylized facts about post-harvest losses in the academic and policy literatures.
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stems from our narrower interest in the depreciation that occurs during home storage by

producers. In a careful study from Ghana, researchers estimate that maize losses from the

field to the point-of-sale are equal to 18.25% of production (and further losses would then be

incurred through food waste by consumers). Yet only 1.25% of crop loss occurs during home

storage by farmers. The remainder occurs during harvesting (5.59%), processing (2.97%),

transport to home (2.66%), loading on vehicles (1.69%), and at other points in the supply

chain (University of Ghana (2008), as cited in Zorya et al. (2011)). Even more relevant

for our setting, Kaminski and Christiaensen (2014) use farmer reports of post-harvest losses

from the IHS 3 data to estimate average household-level post-harvest losses for farmers in

Malawi. They find that farmers lose an average of 2.9% of harvest over 11 months of potential

storage, or roughly a quarter of a percent per month. The highest figure we could find for

depreciation of cereals in sub-Saharan Africa during post-harvest storage was 8%, in a recent

FAO report (Gustavsson et al., 2011).

The relevant takeaway from these findings is that allowing for possible storage losses

over 3-4 months does not substantially reduce the 25-28% expected return to selling crops

later. The Kaminski and Christiaensen (2014) estimate, based on the same nationally rep-

resentative data set used in this paper, suggests that we should adjust the estimated returns

by only a fraction of a percent. Even if we take the upper bound estimate of 8% from the

FAO and attribute it entirely to the August-December period, the expected quarterly return

is still 17%, for an annualized cost of finance of over 68%.

We are not dismissing post-harvest losses as an unimportant issue. There are surely

some settings – for example, the case of cowpeas in the Sahel – where storage losses far exceed

those cited here. It is settings like those that likely account for the substantial difference

between the region-wide FAO average and the narrower estimates for Ghana and Malawi.

The key for this paper is that the welfare effects from delaying crop sales in Malawi, for the

goods in question, are unlikely to be significantly influenced by storage losses.
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6.2 General equilibrium effects

Finally, we consider whether the change in crop sales induced by the school calendar change

led to general equilibrium effects in crop markets. In the aggregate, earlier sales by poor

households represent an increase in the supply of grains in the market during the first months

after harvest. In this section we explore whether we can discern any effect on crop prices in

2010 that can be attributed to these early sales.

Remarkably, 2010 did turn out to be an outlier in the intra-annual price dynamics

for one crop: maize. The other crops for which we have time series data, rice and beans,

exhibit the normal price cycling. In 2010, the average increase in maize prices from August to

December at Malawi markets was essentially zero. The left panel of Figure 6 shows the 2010

time path relative to other years, using market price data from the Ministry of Agriculture.

The solid lines show the maximum and minimum price changes of all years excluding 2010

(the outer envelope). The dashed line running horizontally at zero is the time path in 2010.

This pattern is also clear in the farmgate data on maize prices. The right panel of Figure

6 shows a comparison between farmgate prices in 2009 and 2010, by month, from the IHS

3 data. The solid line, representing 2009, closely matches the price path from other years.

The dashed line is 2010. Farmgate prices, like market prices, show no price cycle through

December.

This anomaly raises two questions. The first is in regard to the welfare effects es-

timated in the previous subsection. We opted not to adjust for this unexpected lack of a

2010 maize price cycle in constructing the welfare estimates. We made this decision because

households are unlikely to have anticipated the lack of a price cycle for maize, and poor

households surely would not have anticipated it differentially based on their numbers of pri-

mary school children. Also, while maize is the most important single crop in terms of sales

value, other crops are equally important in the aggregate (see Figure 3), and to the best of

our knowledge they exhibited the normal price cycle in 2010.

The second question relates to whether the lack of a price cycle could be endogenous

to the school calendar change. It is not ex ante obvious that increasing the volume of
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marketed maize early in the season should dampen the price cycle. If it were to do so,

the likely mechanism would be through shifting storage from farmers, who store grains for

speculation, savings, and future consumption, to traders, who are engaged in a mix of inter-

spatial and inter-temporal arbitrage. A full accounting of these and other relevant forces

would take us well beyond the scope of this paper.

However, despite this intriguing anomaly, we think it is unlikely that maize price

dynamics in 2010 were endogenous to the calendar change. Other crops did not show unusual

price cycles in 2010. Furthermore, the maize price cycle returned to its historical norm in

2011 and 2012, even though primary school again began in September. Hence, we believe

that the unexpected behavior of maize prices in 2010 is likely a function of forces unrelated

to this paper. Further exploration of this issue is left to future work.
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Figure 6: Maize price increases, showing 2010 as an outlier
Notes: Panel A shows author’s calculations from Ministry of Agriculture price data. Panel B shows authors’

calculations from IHS 3 data. Panel B shows the price for a 50kg bag, the most common unit of sale, and

the only unit for which there are sufficient observations not aggregated across multiple sales to construct a

time series through December.

6.3 Concluding comments

The results in this paper provide strong empirical support for the hypothesis that credit-

constrained households are forced to “sell low” to accommodate immediate needs. Our
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findings are based on a natural experiment related to the timing of school-related expenses.

Everything about the setting suggests that the effects are causal. What, then, are the

suggestions for policymakers? We would argue that the lessons for policy are not limited

to the timing of school fees, although the results do suggest that allowing flexible timing of

school-related payments could be beneficial for poor households, if such a policy were easily

implementable. Indeed, policymakers seeking to use the insights of behavioral economics to

alter household consumption and investment portfolios would do well to differentiate between

optional commitment devices and large-scale changes that force households to spend more

money closer to the harvest.

The broader lesson of this paper is that weak financial markets and highly seasonal

crop prices combine to be especially detrimental for poor households. Access to inexpensive

credit would allow households to finance their school expenditures at lower rates than those

afforded by crop markets. Alternatively, better development of crop markets to dampen

the severity of intra-annual price cycles would lower the penalty for selling early. In the

absence of such changes, it is likely that both predictable and unpredictable expenditures

will continue to force poor households to sell crops at prices well below those received by

their wealthier counterparts, further deepening existing inequalities.
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Appendix - for online publication only

A Full tables of results

Table A1: Difference-in-difference, full table of results, poor households

Dependent variable: Cumulative value of crop sales through August
(1) (2) (3)

Coeff. s.e. Coeff. s.e. Coeff. s.e.
Num. in primary × 2010 1210* (723) 1317* (721) 1462** (679)
2010 (=1) 1479 (977) 1770* (983) -1405 (943)
Number in primary school 1000** (420) -531 (629) -998* (581)
Acres cultivated 3773*** (748) 3252*** (688)
Num. of males: age 0-5 718 (669) 664 (688)
Num of males: age 6-15 873 (655) 1071* (624)
Num of males: age 16-25 767 (719) 877 (699)
Num of males: age 26-45 2601 (2794) 2243 (2698)
Num of males: age 46-65 3149 (2375) 2172 (2224)
Num of males: age 65 up 1168 (2730) 1978 (2704)
Num. of females: age 0-5 1084* (651) 878 (599)
Num of females: age 6-15 266 (608) 743 (615)
Num of females: age 16-25 1286 (1075) 1577 (1032)
Num of females: age 26-45 869 (921) 1126 (920)
Num of females: age 46-65 -11 (2676) 166 (2651)
Num of females: age 65 up 170 (2389) 698 (2274)
Age of head -21 (56) -28 (54)
Gender of head -2166* (1172) -1722 (1298)
Married 0 (.) 0 (.)
Separated, divorced 408 (1542) -262 (1578)
Widow or widower 1948 (1697) 1424 (1690)
Never married -2812* (1522) -3740 (2865)
None 0 (.) 0 (.)
Primary 4908** (2114) 3364** (1693)
Secondary 5506 (3394) 5113 (3511)
Tertiary -9836*** (2790) -25207*** (9608)
Observations 3545 3465 3465
R-squared 0.01 0.08 0.15
Mean of dep. variable 6537 6686 6686
Test for increase (1-sided p-
val)

.047 .034 .016

Household controls No Yes Yes
District fixed effects No No Yes

Notes: Authors’ calculations from IHS 3 data. Standard errors in parentheses. Standard errors clustered at
the level of the enumeration area. The dependent variable is measured in nominal Malawi kwacha. Household
controls include acres cultivated, a detailed set of categorical variables for the age and gender of household
composition, and gender, education, age, and marital status of household head. Significance stars are for
two-sided hypothesis tests, with ***: 0.01, **: 0.05, *: 0.1.
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Table A2: Difference-in-difference, full table of results, non-poor households

Dependent variable: Cumulative value of crop sales through August
(1) (2) (3)

Coeff. s.e. Coeff. s.e. Coeff. s.e.
Num. in primary × 2010 -958 (2326) -2895 (2292) -2353 (2230)
2010 (=1) -1954 (3536) 609 (3119) -999 (2394)
Number in primary school 5180** (2119) 122 (2311) -556 (2330)
Acres cultivated 13826*** (2025) 12818*** (1956)
Num. of males: age 0-5 521 (1770) -97 (1778)
Num of males: age 6-15 -290 (1891) -888 (1967)
Num of males: age 16-25 -1395 (1969) -2378 (1948)
Num of males: age 26-45 -974 (2918) -1532 (2900)
Num of males: age 46-65 -2464 (4768) -684 (4796)
Num of males: age 65 up -6869 (9118) -5356 (9233)
Num. of females: age 0-5 2941 (1940) 2210 (1785)
Num of females: age 6-15 5186** (2455) 4766* (2465)
Num of females: age 16-25 3938 (2478) 4816* (2488)
Num of females: age 26-45 5410 (3308) 6084* (3139)
Num of females: age 46-65 -4164 (3560) -4467 (3522)
Num of females: age 65 up -3279 (5318) -4262 (5233)
Age of head -36 (151) -41 (151)
Gender of head -6866** (3297) -5493* (3264)
Married 0 (.) 0 (.)
Separated, divorced -913 (2368) 836 (2144)
Widow or widower 2942 (3893) 3440 (3708)
Never married 1525 (2886) 2615 (3050)
None 0 (.) 0 (.)
Primary 6606* (3742) 3046 (3804)
Secondary 3153 (3156) 599 (3041)
Tertiary 11822 (7902) 9450 (7905)
Observations 3518 3396 3396
R-squared 0.01 0.18 0.24
Mean of dep. variable 14828 15360 15360
Test for increase (1-sided p-
val)

.66 .9 .85

Household controls No Yes Yes
District fixed effects No No Yes

Notes: Authors’ calculations from IHS 3 data. Standard errors in parentheses. Standard errors clustered at
the level of the enumeration area. The dependent variable is measured in nominal Malawi kwacha. Household
controls include acres cultivated, a detailed set of categorical variables for the age and gender of household
composition, and gender, education, age, and marital status of household head. Significance stars are for
two-sided hypothesis tests, with ***: 0.01, **: 0.05, *: 0.1.
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Table A3: Triple difference, full table of results

Dependent variable: Cumulative value of crop sales through August
(1) (2) (3)

Coeff. s.e. Coeff. s.e. Coeff. s.e.
Num. in primary × Poor × 2010 2168 (2364) 3497 (2251) 3293 (2229)
Poor × 2010 3433 (3582) 2438 (3264) -209 (2599)
Num. in primary × Poor -4180 (2108) -4270 (2015) -3726 (1990)
Num. in primary × 2010 -958 (2326) -2133 (2234) -1674 (2163)
2010 (=1) -1954 (3536) -244 (3171) -1976 (2477)
Number in primary school 5180 (2119) 2075 (1992) 1145 (1934)
Poor (=1) -9778 (3231) -6825 (2740) -2771 (2054)
Acres cultivated 9642* (1425) 8773* (1369)
Num. of males: age 0-5 281 (813) -60 (808)
Num of males: age 6-15 331 (809) 143 (812)
Num of males: age 16-25 -110 (1016) -526 (1028)
Num of males: age 26-45 813 (2010) 476 (2014)
Num of males: age 46-65 112 (2824) 336 (2789)
Num of males: age 65 up -1888 (5251) -1022 (5340)
Num. of females: age 0-5 1696 (900) 1158 (829)
Num of females: age 6-15 2012 (1016) 2148 (1020)
Num of females: age 16-25 2648 (1320) 2952 (1305)
Num of females: age 26-45 2875 (1650) 3096 (1591)
Num of females: age 46-65 -1686 (2194) -2136 (2148)
Num of females: age 65 up -434 (2794) -1040 (2721)
Age of head -65 (87) -62 (85)
Gender of head -3634 (1625) -2836 (1661)
Married 0 (.) 0 (.)
Separated, divorced -968 (1403) -571 (1394)
Widow or widower 1755 (2190) 1668 (2216)
Never married -1635 (1949) -1136 (2100)
None 0 (.) 0 (.)
Primary 5890 (2458) 3154 (2438)
Secondary 3826 (2396) 2120 (2364)
Tertiary 9133 (7675) 6088 (7751)
Observations 7063 6861 6861
R-squared 0.02 0.14 0.20
Mean of dep. variable 10667 10979 10979
Test for increase (1-sided p-val) .18 .06 .07
Household controls No Yes Yes
District fixed effects No No Yes

Notes: Authors’ calculations from IHS 3 data. Standard errors in parentheses. Standard errors clustered at
the level of the enumeration area. The dependent variable is measured in nominal Malawi kwacha. Household
controls include acres cultivated, a detailed set of categorical variables for the age and gender of household
composition, and gender, education, age, and marital status of household head. Significance stars are for
two-sided hypothesis tests, with ***: 0.01, **: 0.05, *: 0.1.
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Table A4: Difference-in-difference with various cut-off months, poor households

Dependent variable: Cumulative value of crop sales through listed month
July Aug. Sept. Oct. Nov. Dec. Jan. Feb.

Num. in primary × 2010 1107* 1462** 1357* 1436* 1291 787 746 -863
(657) (679) (757) (836) (794) (805) (1063) (877)

2010 (=1) -748 -1405 -1324 -1114 -281 762 2085 4014**
(861) (943) (1011) (1085) (1082) (1185) (1541) (1825)

Number in primary -733 -998* -702 -777 -427 43 226 667
(568) (581) (642) (682) (719) (662) (726) (674)

Observations 3549 3465 3295 2918 2314 2002 1529 1141
R-squared 0.12 0.15 0.16 0.17 0.20 0.19 0.20 0.17

Notes: Authors’ calculations from IHS 3 data. Standard errors in parentheses. Standard errors clustered
at the level of the enumeration area. The dependent variable is measured in nominal Malawi kwacha. All
regressions include as controls: district effects, acres cultivated, a detailed set of categorical variables for the
age and gender of household composition, and gender, education, age, and marital status of household head.
Significance stars are for two-sided hypothesis tests, with ***: 0.01, **: 0.05, *: 0.1.

Table A5: Difference-in-difference with various cut-off months, non-poor households

Dependent variable: Cumulative value of crop sales through listed month
July Aug. Sept. Oct. Nov. Dec. Jan. Feb.

Num. in primary × 2010 -1080 -2353 -1367 -901 -420 -1308 -97 1694
(2057) (2230) (2203) (2247) (2331) (2316) (2483) (3119)

2010 (=1) -2091 -999 -989 -1609 -2014 -1418 -3154 -4896
(2314) (2394) (2427) (2489) (2525) (2646) (3063) (3678)

Number in primary -125 -556 -1810 394 845 -299 307 883
(2208) (2330) (2491) (2135) (2178) (2278) (2419) (2880)

Observations 3511 3396 3172 2768 2274 2012 1516 1144
R-squared 0.19 0.24 0.27 0.30 0.30 0.30 0.29 0.34

Notes: Authors’ calculations from IHS 3 data. Standard errors in parentheses. Standard errors clustered
at the level of the enumeration area. The dependent variable is measured in nominal Malawi kwacha. All
regressions include as controls: district effects, acres cultivated, a detailed set of categorical variables for the
age and gender of household composition, and gender, education, age, and marital status of household head.
Significance stars are for two-sided hypothesis tests, with ***: 0.01, **: 0.05, *: 0.1.
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Table A6: Triple difference with various cut-off months

Dependent variable: Cumulative value of crop sales through listed month
July Aug. Sept. Oct. Nov. Dec. Jan. Feb.

Num. in primary × Poor ×
2010

1807 3293 2055 1548 1029 1352 281 -3102

(2051) (2229) (2234) (2289) (2338) (2316) (2565) (3242)
Poor × 2010 1561 -209 -38 1576 2584 2725 5502* 8262**

(2443) (2599) (2652) (2746) (2808) (2962) (3331) (3832)
Num. in primary × Poor -2570 -3726* -3080 -3139 -3234 -3101 -3171 -3005

(1814) (1990) (1983) (1971) (1978) (1951) (1957) (1940)
Num. in primary × 2010 -524 -1674 -492 -55 294 -472 618 2398

(2002) (2163) (2153) (2184) (2282) (2222) (2393) (3111)

2010 (=1) -2974 -1976 -2186 -3140 -3293 -2731 -4520
-
6817**

(2382) (2477) (2484) (2511) (2580) (2676) (2981) (3275)
Number in primary 820 1145 308 1022 1538 1243 1743 1816

(1790) (1934) (1945) (1849) (1846) (1815) (1801) (1762)
Poor (=1) -2708 -2771 -3281 -2540 -2610 -3098 -3845* -4205*

(2038) (2054) (2141) (2156) (2210) (2220) (2226) (2449)
Observations 7060 6861 6467 5686 4588 4014 3045 2285
R-squared 0.16 0.20 0.22 0.24 0.25 0.25 0.24 0.26

Notes: Authors’ calculations from IHS 3 data. Standard errors in parentheses. Standard errors clustered
at the level of the enumeration area. The dependent variable is measured in nominal Malawi kwacha. All
regressions include as controls: district effects, acres cultivated, a detailed set of categorical variables for the
age and gender of household composition, and gender, education, age, and marital status of household head.
Significance stars are for two-sided hypothesis tests, with ***: 0.01, **: 0.05, *: 0.1.
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